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Abstract 

Objectives 
We summarise the investigation of a new method for formulating mortality assumptions 
(ie forecasting mortality) that was implemented in official New Zealand population 
projections in 2012. 

Methods 
Long-term (100-year) forecasts of male and female age-specific death rates are produced 
using a coherent functional demographic model developed by Hyndman, Booth, and 
Yasmeen (2013). This method builds on the functional demographic model of Hyndman 
and Ullah (2007), which is itself an extension of the Lee-Carter model widely used in 
mortality forecasting. The research of those authors and Booth, Hyndman, Tickle, and de 
Jong (2006) shows that FDM forecasts are more accurate than the original Lee-Carter 
method and at least as accurate as several other Lee-Carter variants. The advantage of 
the coherent functional demographic model is that it ensures male and female forecasts 
do not diverge over time. This method uses smoothed historical mortality data to fit the 
model, which is then forecast using ARIMA and ARFIMA time series models. We used 
Hyndman's demography package for R to carry out the forecasts. 

Findings 
We fit the model to the last 35 years of data, 1977–2011, so the forecasts reflect this 
period of sustained mortality reductions. A fitting period of 35 years is short relative to our 
100-year forecast period and results in underestimation of uncertainty bounds. To 
achieve more realistic uncertainty bounds, an ARIMA(0,2,2) model was used in place of 
the usual ARIMA(0,1,1). This results in only small changes to the forecast age-specific 
death rates, but more realistic uncertainty bounds. 

Another adjustment to the forecast death rates was necessary due to an obvious 
disjuncture between the death rates in the final year of the fitting period and the first year 
of the forecast, with males having a sudden decrease and females a sudden increase in 
life expectancy at birth. This bias is sufficiently large to result in unrealistic forecasts of 
death numbers which are particularly obvious for the first few years of the forecast. We 
therefore applied adjustments to the age-specific death rates in 2012 to give a shift in life 
expectancy at birth of approximately +0.7 years for males and –0.2 years for females. 
These adjustments were amortised (smoothed in) over the 100-year forecast period so 
that the 2111 life expectancies at birth are the same as those produced directly from the 
model. 

Conclusion 
The coherent functional demographic model gives an empirical basis for forecasting 
mortality for use in population projections, and a model that can be replicated by others. 
The coherence of male and female death rates, with modelled prediction intervals, are 
important aspects of the method. Further refinements to the model are expected in future, 
especially in the derivation of the uncertainty bounds.  

Key words 
Mortality forecasting, Lee-Carter models, coherent forecasts, functional demographic 
model, population projections, life expectancy, stochastic 
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1 Introduction 

Statistics New Zealand regularly derives projections as an indication of future changes in 
New Zealand’s population size, age-sex structure, and growth rate. The projections are 
based on assumptions about the components of population change – fertility (births), 
mortality (deaths), and migration. These assumptions are fundamental to the accuracy of 
the projections, as well as to the plausibility and acceptance of the projections. 

This paper summarises the investigation of a new method for formulating mortality 
assumptions (ie forecasting mortality) that was implemented in official population 
projections in 2012 (Statistics NZ, 2012). In this paper we refer to those mortality 
assumptions as mortality forecasts for consistency with terminology in other relevant 
published papers. However, we also make the distinction between mortality forecasts, 
which are an input into Statistics NZ’s population projections model, and population 
projections, which are an output of that model. 

We investigated several methods of deriving mortality forecasts using extrapolative 
techniques. This investigation was part of the ongoing improvement to projection 
methods, and driven by Statistics NZ’s development of stochastic (probabilistic) 
projections aimed at better conveying the inherent uncertainty of projections. While the 
accuracy of mortality forecasts (and population projections) is important, the accuracy of 
mortality forecasts in the long term is unknown, even if the short term accuracy can be 
assessed (eg Statistics NZ, 2008). For this reason, our investigation focused on 
improving the transparency and interpretability of the mortality forecasts. 

Background outlines the purpose of the population projections, how mortality forecasts 
feed into those projections, and how those mortality forecasts have been derived 
historically. This section then covers some broader reviews of mortality forecasting 
methods before discussing some specific methods: the 2-dimensional p-spline method, 
Lee-Carter methods, and the functional demographic model (FDM). 

Data and methods describes the specific data and methods used in our investigations.  

Results summarises our comparison of different methods and options, including a more 
detailed comparison of coherent and independent FDM. We test the sensitivity of the 
coherent FDM forecasts to different periods of historical data by varying the start and end 
years. We also present results around two particular challenges: formulation of the 
prediction intervals, and the disjuncture between historical and forecast rates. 

Discussion looks at the strengths and limitations of the coherent FDM, and considers 
some avenues for future investigation. 
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2 Background 

Statistics NZ’s population projections 
Statistics NZ has a long history of producing population projections. In the 1950s it began 
projecting the population of New Zealand, while earlier projections were produced by the 
Treasury (Bascand, 2012). The projections are widely used by government and non-
government agencies to assist planning and policy-making. Projections of the New 
Zealand population also form the basis for projections of subnational populations, ethnic 
populations, family and household types, and the labour force. 

The projections are typically updated every 2–3 years. This involves a review of 
projection assumptions – typically around the base (starting) population and components 
of population change, namely fertility (births), mortality (deaths), and migration – and 
update of methods in response to changing data sources and evolving techniques. The 
assumptions are effectively a statement about the future course of behaviour of the 
population, from which projections are derived. 

Strictly speaking, the projections produced by Statistics NZ are neither forecasts nor 
predictions. While they are based on plausible assumptions about future fertility, 
mortality, and migration, the projections take no account of major unknown policy 
changes which could influence the future population. The projections are therefore an 
indication of future changes based on the current policy environment (and demographic 
trends). Moreover, Statistics NZ produces projections which cover a range of possible 
outcomes. Users of those projections are advised to “make their own judgement as to 
which projections are most suitable for their purposes” (Statistics NZ, 2012).  

A standard cohort component method is used to project the base population forward. The 
features of the method are: 
• New birth cohorts are added to the population by applying the specified fertility 

assumptions to the female population of childbearing age. 
• The population at the start of each year is projected forward by calculating the effect 

of deaths and migration within each age-sex group (or cohort) according to the 
specific mortality and migration assumptions. 

The cohort component method is a standard approach to projecting populations 
internationally because of its suitability for both short-term and long-term projections, the 
internal consistency of age-sex groups with totals, and the inherent feedback of changing 
age structure on projected births and deaths (and sometimes migration) and vice versa. 

The users and uses of projections are many and varied. Generally the projections are 
used to assist planning over a 50-year period, but the projections are produced for a 100-
year period to satisfy longer planning and information needs. 

Traditionally, these projections have been deterministic. Essentially, they have been 
scenarios based on specific stated assumptions about the components of change 
(fertility, mortality, migration). For example, nine alternative series (or projection 
scenarios) were produced in Statistics NZ’s 2009-base national population projections, 
with each scenario using a different combination of fertility, mortality, and migration 
assumptions: 
• series 5 used medium fertility, medium mortality, and medium net migration and gave 

a mid-range projected population 
• series 1 used low fertility, high mortality, and low net migration and gave the lowest 

projected population 
• series 9 used high fertility, low mortality, and high net migration and gave the highest 

projected population.  
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Each of the nine series was a plausible scenario, and collectively they gave an indication 
of future changes and uncertainty, but not in any quantified way.  

In 2012, for the first time, Statistics NZ produced stochastic (or probabilistic) projections 
of the New Zealand population. This new approach involved creating multiple (ie 2,000) 
simulations for the base population, births, deaths, and net migration – with each 
simulation varying randomly according to the probability distribution for each assumption 
– and then combining these to produce multiple simulations of the population (Statistics 
NZ, 2012). From a practical viewpoint, each simulation (path) can essentially be 
considered as likely, or as unlikely, as any other. The 2,000 simulations provide a 
probability distribution that can be summarised using percentiles.  

Previous mortality forecasts 
Mortality forecasts are typically expressed as age-specific death (or survival) rates: the 
proportion of the population dying (or surviving) at each single-year of age, in each year. 
Male and female proportions are usually separately identified because of historical and 
continued differences in death rates (Dunstan, Howard, & Cheung, 2006; Statistics NZ, 
nd, b). A set of age-specific death (or survival) rates is typically summarised by the life 
expectancy at birth (e0). 

Up to the 2000s, mortality forecasts in Statistics NZ’s population projections were 
formulated by first specifying future e0. These e0 were formulated after analysis of short-
term and long-term historical trends in New Zealand and other countries, as well as e0 
forecasts in other countries. Age-and-sex-specific survival rates (sx) were then formulated 
constrained to those e0, with the latest complete period life tables typically used as a 
starting-point. Death rates were assumed to decrease at the same rate at all ages, albeit 
with different male and female rates of decrease. This approach was largely because the 
historical patterns were variable from one period to another. Relatively lower rates of 
decrease at some ages could also point to greater potential for future decreases at these 
ages. Hence, given uncertainty as to how future changes would vary by age, rates of 
change were assumed the same across all ages. 

For the 2009-base projections (Statistics NZ, 2009), an improved method was 
implemented based on observed age-specific death rates from complete cohort life tables 
for 1876–2007 birth cohorts. The cohort life tables are based on death rates experienced 
by a birth cohort (people born in the same year) at each age-sex over their lifetime. 
Exponential curves were fitted to historical cohort mortality data for each age-sex.  

Exponential curves generally fit the historical data well, and cannot generate negative 
values when extrapolated. The suitability of exponential curves is largely based on the 
asymptotic nature of mortality (and survival) as death rates approach zero (and 
survivorship rates approach unity) over time, although a log-based approach would 
achieve the same result. Complete cohort life tables were derived for selected birth 
cohorts (eg 1956, 2006, 2061) and intermediate cohorts were interpolated. Cohort 
survivorship rates were then transformed to period survivorship rates,1 with some 
adjustment to give plausible death numbers by age-sex in the initial years of the 
projection period. 

While this method was a progression from earlier methods, a fuller investigation of 
alternative methods was sought. This was especially desired in the context of the 

1 Cohort and period analyses both provide valuable perspectives on statistical data. In the case of 
mortality, cohort, or longitudinal analyses study the patterns of people born in specific years across their 
lifetime. Period or cross-sectional analyses study the patterns of people during specific periods of time. 
However, the same data are used for cohort and period analyses, and can be readily transformed 
between the two perspectives when the data is sufficiently granular (eg annual data by single-year of 
age). For further discussion of cohort and period mortality perspectives, see Dunstan et al (2006). 
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development of stochastic projections, where uncertainty in projections is quantified. 
Estimating uncertainty in each of the projection components was one approach to 
improving the interpretability of the projections (Dunstan, 2011). 

Mortality forecasting in the literature 
Many methods for the modelling and forecasting of mortality have been developed. Booth 
and Tickle (2008) provide a comprehensive review of the developments in mortality 
forecasting since 1980. They note that increasing use of standard statistical methods has 
been made, with the advantage that these stochastic methods produce a forecast 
probability distribution rather than a deterministic point forecast, with the advantage of 
enhanced information about uncertainty.  

Most of these methods are extrapolative in the sense that they assume that future trends 
will be a continuation of past trends. A justification for such an approach is that there has 
been quite a strong regularity in historical mortality trends in many countries, barring 
unpredictable events such as wars and epidemics. An advantage of the extrapolative 
approach is that it avoids the pessimistic bias of expert opinion which, for many decades, 
has led to underestimation of the gains in future e0 (see for example Oeppen & Vaupel, 
2002). 

In our review of the literature we chose to focus on two main approaches to mortality 
forecasting: the 2-dimensional p-spline method and the Lee-Carter method along with a 
number of its extensions and variants. The latter approach is both well-established and 
widely used, while the former is a more recent but promising approach. 

R packages2 have been developed for the implementation of these methods – 
MortalitySmooth (Camarda, 2009) for the 2D p-spline method and demography 
(Hyndman, 2010) for Lee-Carter and a number of its extensions – which helped greatly in 
our exploration of these methods. 

2D p-spline method of mortality forecasting 
Mortality data, which by its nature varies across age as well as across time, lends itself to 
a multidimensional approach. The smoothing (and to a lesser extent forecasting) of 
mortality data using the 2D p-spline method has been researched by academics and the 
Continuous Mortality Investigation Bureau in the UK.  

Currie, Durban, and Eilers (2004) introduce the method and apply it to UK insurance and 
pension data. Subsequent articles, such as Kirkby and Currie (2010), develop the method 
further.  

The p-spline (ie penalised B-spline) smoothing method uses a regression type model with 
a set of cubic B-splines providing the regression basis (instead of the more familiar 
powers of 𝑡 in a traditional polynomial regression). A cubic B-spline consists of cubic 
polynomial pieces bolted together at points known as knots. If smoothing is carried out 
using just B-splines, then the level of smoothing depends on the number of B-splines; the 
more B-splines there are, the less smooth the fit, due to the erratic behaviour of the 
regression coefficients. The method of p-splines penalises this erratic behaviour by 
placing a difference penalty on adjacent coefficients. As a result, the level of smoothness 
depends on a smoothing constant, lambda, rather than on the number of B-splines. The 
larger the value of lambda, the stronger the smoothing. Various statistical methods, 
including the Akaike Information Criterion (AIC) and the Bayesian Information Criterion 

2 R is free open source software for statistical computing and graphics that can be extended using 
additional packages, of which thousands are now available. 
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(BIC), can be used to select lambda. These criteria balance (a) the closeness of fit of the 
observations to the fitted values with (b) the complexity of the fitted model. 

The 2D p-spline method is used to smooth historical death rates simultaneously across 
age and year. Forecasting is carried out at the same time as fitting the model, by treating 
the forecast period as missing data – the method fills in the missing values by extending 
the smooth surface fitted on the historic data into the future. 

Researchers with the Continuous Mortality Investigation (a research body of the Institute 
and Faculty of Actuaries that researches mortality and morbidity in the UK) have written a 
number of working papers about investigations into the use of p-splines for creating 
mortality forecasts (Continuous Mortality Investigation, 2005, 2006, & 2009). The main 
issue they found with the method is that the mortality forecasts are relatively sensitive to 
adding another year of data to the end of the fitting period.  

Using the R package MortalitySmooth (Camarda, 2009) to apply the 2D p-spline method 
to New Zealand mortality data, we also found that the forecast values seem to be heavily 
influenced by the last few data points. While the 2D p-spline approach offers promise and 
continues to develop, the methodology is not demonstrably superior to the more 
established Lee-Carter methods and variants.  

Lee-Carter variants and extensions 
Booth, Hyndman, Tickle, and de Jong (2006) compare the short-term to medium-term 
accuracy of five variants or extensions of the Lee-Carter method (including the original 
Lee-Carter method). They found no significant differences among the five methods in 
forecast accuracy for e0, but did find that all four variants/extensions were more accurate 
than the original Lee-Carter method for forecasting log death rates, by up to 61 percent. 
Four of the five methods are available in the demography package for R. 

Booth et al (2006) provide clear and succinct explanations of the five methods. A brief 
summary is given here. 

The basic Lee-Carter method (Lee & Carter, 1992) involves a two-factor (age and time) 
model and uses matrix decomposition to extract a single time-varying index of the level of 
mortality (𝑘𝑡), which is then forecast using a time series model. The method was originally 
applied to US mortality data. The Lee-Carter model of mortality is: 

ln𝑚𝑥,𝑡 = 𝑎𝑥 + 𝑏𝑥𝑘𝑡 + 𝜀𝑥,𝑡           (1) 

where 𝑚𝑥,𝑡 is the central death rate at age 𝑥 in year 𝑡, 𝑘𝑡 is an index of the level of 
mortality at time 𝑡, 𝑎𝑥 is the average pattern of mortality by age across years, 𝑏𝑥 is the 
relative speed of change at each age, and 𝜀𝑥,𝑡 is the residual at age 𝑥 and time 𝑡. The 𝑎𝑥 
are calculated as the average of ln𝑚𝑥,𝑡 over time, and the 𝑏𝑥 and 𝑘𝑡 are estimated by 
singular value decomposition.  

The Lee-Carter method adjusts 𝑘𝑡 by refitting to total observed deaths (𝐷𝑡). The adjusted 
𝑘𝑡 is extrapolated using ARIMA time series models. In most applications a random walk 
with drift model is used; this is a linear model and therefore assumes that the rate of 
decline in mortality is constant (ie that 𝑘𝑡 is linear). Forecast age-specific death rates are 
then obtained using extrapolated 𝑘𝑡 and fixed 𝑎𝑥 and 𝑏𝑥; thus, an invariant age 
component is assumed. The jump-off rates (ie the rates in the last year of the fitting 
period or jump-off year) are fitted rates. 

The Lee-Miller variant (Lee & Miller, 2001) differs from the original Lee-Carter method in 
three ways. First, in order to deal with the problem of evolving age patterns of change (or 
𝑏𝑥 patterns) they reduced the fitting period to start at 1950. This solution was based on 
the observation that there are different age patterns of change in the US data for 1900–
50 and 1950–95. Second, they adjusted 𝑘𝑡 by fitting to e0 in year 𝑡 rather than fitting to 𝐷𝑡 
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(total deaths), to avoid using population data. Third, they used actual rates in the jump-off 
year rather than fitted rates in order to reduce 'jump-off bias' (bias in forecast e0 caused 
by the mismatch between fitted and actual rates in the last year of the fitting period). 

The Booth-Maindonald-Smith (BMS) variant (Booth et al, 2002) also differs from the Lee-
Carter method in three ways. The Lee-Carter method of mortality forecasting assumes a 
linear time component (𝑘𝑡) and an invariant age component (𝑏𝑥). Since Australian 
mortality data shows significant departures from these two assumptions, the BMS method 
first chooses the fitting period based on statistical goodness-of-fit criteria under the 
assumption of linear 𝑘𝑡. Second, rather than fitting to total deaths, 𝐷𝑡, the BMS variant fits 
to the age distribution of deaths, 𝐷𝑥,𝑡. The final difference between BMS and Lee-Carter is 
that the jump-off rates are taken to be the fitted rates based on this fitting methodology. 

The De Jong-Tickle method is the only one of the five methods not available in the 
demography package for R. Therefore it was not included in our analysis. 

The Hyndman-Ullah functional demographic model (Hyndman & Ullah, 2007) extends the 
Lee-Carter method in a number of ways. First, mortality is assumed to be a smooth 
function of age that is observed with error (smooth death rates are estimated using 
nonparametric smoothing methods before fitting the model). Second, more than one set 
of (𝑘𝑡, 𝑏𝑥) components is used (these pairs are estimated using principal component 
decomposition). Third, more general time series methods than random walk with drift are 
used for forecasting the coefficients, 𝑘𝑡. Fourth, robust estimation can be used to allow for 
unusual years (such as the 1918 flu epidemic). Finally, the method does not adjust 𝑘𝑡.  

The following formula shows that the Hyndman-Ullah model of mortality is conceptually 
quite similar to the Lee-Carter model (see equation (1)): 

ln𝑚𝑥,𝑡 = 𝑎(𝑥) + ∑ 𝑘𝑡,𝑗𝑏𝑗(𝑥)𝐽
𝑗=1 + 𝑒𝑡(𝑥) + 𝜎𝑡(𝑥)𝜀𝑥,𝑡       (2) 

The use of 𝑎(𝑥) rather than 𝑎𝑥 is simply intended to show that 𝑎(𝑥) is a smooth function 
of age, estimated by applying (one-dimensional) penalised regression splines to each 
year of data and averaging the results. Thus 𝑎(𝑥) is the average pattern of mortality by 
age across years, 𝑏𝑗(𝑥) is a basis function and 𝑘𝑡,𝑗 is a time series coefficient. The pairs 
(𝑘𝑡,𝑗, 𝑏𝑗(𝑥)) for 𝑗 = 1, … , 𝐽 are estimated using principal component decomposition (the 
results are relatively insensitive to the choice of 𝐽 provided 𝐽 is large enough, eg 𝐽 = 6). 
Note the two different error terms. The first, 𝑒𝑡(𝑥), is modelling error (ie the difference 
between the spline curves and the fitted curves from the model); while 𝜎𝑡(𝑥)𝜀𝑥,𝑡 is 
observational error (ie the difference between the observed death rates and the spline 
curves). Once the model has been fitted, the time series coefficients 𝑘𝑡,𝑗 for each 𝑗 are 
forecast using univariate robust ARIMA models. 

A more recent extension to the Hyndman-Ullah functional demographic model is the 
coherent functional demographic model described in Hyndman, Booth, and Yasmeen 
(2013; note this was originally available in 2011 as a Monash University working paper). 
This method allows for non-divergent forecasting of death rates for two or more 
subpopulations. Using out-of-sample forecasts (ie forecasts for historical years) the 
authors demonstrate that the coherent forecasts are at least as accurate overall as 
comparable independent forecasts, and forecast accuracy is homogenised across 
subpopulations (eg accuracy is improved for males but reduced for females in the case of 
Swedish mortality). 

Coherent functional demographic model 
The main benefit of the coherent functional demographic model (coherent FDM) is its 
ability to ensure that male and female death rates do not diverge over time. The method 
involves forecasting product and ratio functions of rates using the functional data 
paradigm introduced in Hyndman and Ullah (2007). The product function is defined as the 
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square root of the product of the smoothed death rates for each sex, and the ratio 
function is defined as the square root of the ratio of the smoothed rates, as follows: 

𝑝𝑡(𝑥) = �𝑓𝑡,𝑀(𝑥)𝑓𝑡,𝐹(𝑥)              (3) 

𝑟𝑡(𝑥) = �𝑓𝑡,𝑀(𝑥)/𝑓𝑡,𝐹(𝑥)              (4) 

where 𝑓𝑡,𝑀(𝑥) is the smooth function of male age-specific death rates and 𝑓𝑡,𝐹(𝑥) is the 
smooth function of female age-specific death rates. Thus, rather than modelling male 𝑚𝑥,𝑡 
and female 𝑚𝑥,𝑡 (as shown in equation (2) above), the product function 𝑝𝑡(𝑥) and the ratio 
function 𝑟𝑡(𝑥) are modelled:  

ln[𝑝𝑡(𝑥)] = 𝑎𝑝(𝑥) + ∑ 𝑘𝑡,𝑗𝑏𝑗(𝑥)𝐽
𝑗=1 + 𝑒𝑡(𝑥)        (5) 

ln[𝑟𝑡(𝑥)] = 𝑎𝑟(𝑥) + ∑ 𝑙𝑡,𝑖𝑐𝑖(𝑥)𝐼
𝑖=1 + 𝑤𝑡(𝑥)         (6) 

where the functions 𝑏𝑗(𝑥) and 𝑐𝑖(𝑥) are the principal components obtained from 
decomposing 𝑝𝑡(𝑥) and 𝑟𝑡(𝑥) respectively, and 𝑘𝑡,𝑗 and 𝑙𝑡,𝑖 are the corresponding 
principal component scores (Hyndman et al, 2013). The functions 𝑎𝑝(𝑥) and 𝑎𝑟(𝑥) are the 
mean of the sets of curves 𝑝𝑡(𝑥) and 𝑟𝑡(𝑥) respectively. 

The advantage of this approach is that the product and ratio functions will behave roughly 
independently of each other: on the log scale, these are sums and differences that are 
approximately uncorrelated. 

The models are estimated using the weighted principal components algorithm of 
Hyndman and Shang (2009) which places more weight on recent data, and so avoids the 
problem of the functions 𝑏𝑗(𝑥) and 𝑐𝑖(𝑥) changing over time. 

Once the two models are fitted, the coefficients (𝑘𝑡,𝑗 and 𝑙𝑡,𝑖) are then forecast using time 
series models. To ensure that the forecasts are coherent and do not diverge, the 
coefficients from the ratio function are required to be stationary processes. The forecast 
coefficients are then multiplied by the basis functions, resulting in forecasts of the curves 
𝑝𝑡(𝑥) and 𝑟𝑡(𝑥) for future 𝑡. Forecasts of the sex-specific death rates are then obtained by 
either multiplying the product and ratio forecasts (for males) or dividing the product by the 
ratio forecasts (for females). 

13 



 

3 Data and methods 

Data 
New Zealand’s systematic collection of mortality data from the mid-19th century has 
enabled a rich cohort mortality dataset to be compiled (Dunstan et al, 2006). This 
comprises annual deaths data for males and females born from 1876 by single-year of 
age. The data are updated and extended annually (Statistics NZ, nd, a). At the time of our 
initial analysis we had data up to and including the year 2010, although by the time of 
forecasting mortality in mid-2012, we had data up to and including the year 2011. 

These age-cohort data are indexed by age at death and year of birth, but can be readily 
transposed into age-period data that are indexed by age at death and year of death. This 
transposing results in a missing triangle at the oldest ages for years before 1977. 
However, this missing triangle can be reasonably estimated for years closest to 1977 
using simple linear regression. By extrapolating death rates for ages 75 years and above 
we were able to create a full dataset back to 1951. Restricting this extrapolation to older 
ages ensures only a short extract of data needs to be estimated. 

For this analysis, two datasets in age-period format were required for males and females 
separately: 
• central death rates (mx) = number of deaths/mid-year population (with a more 

complicated calculation for mx at age 0 reflecting the skewed distribution of deaths in 
the first year of life) 

• exposures to the risk of death (ie mid-year population). 

The central death rates are for year ended 30 June; therefore ‘mid-year’ populations are 
at 31 December of the previous year. To deal with this efficiently in the analysis we 
simply shifted the year in the population datasets, so that the year for the population is 
the same as the year for the mx value it relates to. 

For our initial analysis we used ‘actual’ data only by restricting our fitting period to the 
years 1977 to 2010. We then compared our results to longer fitting periods by making use 
of the extrapolated data. 

Methods 
The demography package for R (Hyndman, 2010) was used to implement the Lee-Carter 
method, the Booth-Maindonald-Smith (BMS) method, the functional demographic model 
(FDM) and the coherent FDM. The functions we used are listed and described in 
Appendix: demography package for R. 

For reasons described in Results and Discussion, we chose to focus most of our analysis 
on the coherent FDM. 

The coherent FDM has six key steps (adapted from Hyndman & Ullah, 2007): 
1. Smooth the data across age for each year, 𝑡, using a nonparametric smoothing 

method. 
2. Decompose the fitted curves via a basis function expansion using models (5) and (6), 

given in the previous section. 
3. Fit univariate time series models to each of the coefficients, 𝑘𝑡,𝑗, 𝑗 = 1, … , 𝐽 and 𝑙𝑡,𝑖, 

𝑖 = 1, … , 𝐼. 
4. Forecast the coefficients using the fitted time series models. 
5. Use the forecast coefficients with (5) and (6) to obtain forecasts of 𝑝𝑡(𝑥) and 𝑟𝑡(𝑥). 
6. Multiply the 𝑝𝑡(𝑥) and 𝑟𝑡(𝑥) forecasts to get male age-specific death rates; divide 

these forecasts to get female age-specific death rates. 
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Note, firstly, that the estimated variances of the error terms in steps 1 and 2 are used to 
compute prediction intervals for the forecasts. Secondly, the coherent FDM is applied to 
all ages, with no special treatment required at the youngest or oldest ages for instance. 

These steps are easily implemented in the demography package for R using the 
functions smooth.demogdata, coherentfdm, and forecast.fdmpr.  
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4 Results 

Initial comparison of different methods and options 
An initial exploration of the various options and methods available in the demography 
package for R resulted in the following life expectancy at birth (e0) plots for males and 
females (figures 1 and 2).  

The Lee-Carter (LC) method has options for the method of adjustment of the coefficients 
𝑘𝑡. Method 'dt' adjusts 𝑘𝑡 by refitting to total observed deaths in year 𝑡; method 'e0' 
adjusts 𝑘𝑡 by fitting to e0 in year 𝑡; and method 'none' leaves 𝑘𝑡 unadjusted. The Lee-
Carter method also has the option to use actual or fitted rates in the jump-off year (ie the 
last year of the fitting period from which the forecasts are calculated). Note that the 
method 'LC, dt, fit' is the classic Lee-Carter method, while 'LC, e0, actual' is the Lee-Miller 
method.  

The Booth-Maindonald-Smith (BMS) method has two options for identifying the best 
fitting period: 'bms' (the traditional method based on mean deviance ratios) and 'bai' 
(Bai's method computed using the function 'breakpoints' in the strucchange package for 
R). The jump-off rates are taken to be the fitted rates. 

Conventionally these methods all use raw historical data, while the Hyndman-Ullah 
(FDM) method uses historical data that has first been smoothed. In the e0 plots we 
included a Lee-Carter forecast using smoothed historical data ('LC smooth, dt, actual') as 
a comparison, and FDM forecasts using both raw and smoothed data. The final forecast 
shown in figures 1 and 2 is the coherent FDM method, which uses smoothed historical 
data. 
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Figure 1 
1 Male life expectancy at birth using 10 models (fitting period 1977–2010) 

Male life expectancy at birth using 10 models 
(fitting period 1977–2010) 

1977–2111 

 

 

For males (figure 1), 'coherent FDM' stands out from the rest with the lowest forecast life 
expectancies. The two BMS options have the highest life expectancies, although 'BMS, 
bms, fit' falls off towards the end of the forecast period. 'LC, dt, actual', 'LC, e0, actual', 
and 'LC smooth, dt, actual' form a cluster with the next highest life expectancies, followed 
by 'LC, dt, fit', 'LC, none, fit', 'FDM', and 'FDM smooth', with the latter two virtually 
indistinguishable from each other. 
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Figure 2 
2 Female life expectancy at birth using 10 models (fitting period 1977–2010) 

Female life expectancy at birth using 10 models  
(fitting period 1977–2010) 

1977–2111 

 

 

For females (figure 2), the various options are difficult to distinguish in the plot, with only 
'coherent FDM' standing out increasingly towards the end of the forecast period. 'LC, 
none, fit', 'FDM', and 'FDM smooth' form a cluster with the lowest life expectancies; 'LC, 
dt, actual', 'LC, dt, fit', 'LC, e0, actual', 'LC smooth, dt, actual', and 'BMS, bms, fit' form a 
cluster in the middle; and 'BMS, bai, fit' follows a reasonably unique trajectory, starting out 
similar to 'coherent FDM' then ending up in the middle cluster. 

These plots show that aside from the coherent FDM, there is not a lot of difference 
between various options, at least in terms of e0. Patterns of life expectancy at age 65 
years (plot not shown) are similar to those for e0: they are clustered with coherent FDM 
standing out as the lowest for males, and highest for females. Patterns of age-specific 
mortality (plots not shown) show greater differences between the various options, 
especially between options that use raw historical data versus those that use smoothed 
historical data. 

It is important to note that the slightly concave shape of the forecast e0 is not an explicit 
assumption but a natural consequence of the forecasting method. First, these models 
assume a linear rate of decline in log death rates, so the rate of decline in actual death 
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rates slows over time. Second, the rate of mortality decline is free to vary across age and 
different ages contribute disproportionately to increases in e0 with older ages contributing 
relatively less. The concave shape of forecast e0 relative to historical e0 is therefore 
consistent with the shift in mortality reductions from infant and child ages (juvenile 
mortality) to older working ages and retirement ages (senescent mortality) that has 
occurred in New Zealand over the last 150 years.  

Advantage of coherent FDM 
On the face of it, the coherent FDM appears an unlikely choice of method, given it stands 
out with the lowest male and highest female e0. Indeed, based on these results, one 
might discard the coherent FDM as an option if male and female life expectancies were 
assumed to be independent. However, in reality they are not independent as evidenced 
by historical trends in New Zealand and other countries. Ideally, we want a model that not 
only produces plausible male and female e0, but also male and female e0 that are 
plausible relative to each other. 

All the methods presented in figures 1 and 2 produce crossovers in male and female e0 
(plots not shown), with the exception of coherent FDM. The crossovers occur between 
2058 ('BMS, bms, fit') and 2083 ('FDM smooth'). While various modifications can be 
made to the methods to avoid such crossovers, a method that avoids such adjustments is 
preferable. 

Hyndman, Booth, and Yasmeen (2013) explain that coherent forecasting “seeks to 
ensure that the forecasts for related populations maintain certain structural relationships 
based on extensive historic observation and theoretical considerations”. In this case, 
male e0 has been observed to be consistently lower than female e0 at all ages, both in 
New Zealand and other countries. There are various biological, genetic, social, cultural, 
environmental, and behavioural reasons as to why this is so, and biological factors are 
likely to be at least partly important (Kalben, 2002; Waldron, 2005). 

The coherent FDM therefore imposes the constraint that forecast male death rates are 
always higher than female death rates. However, this applies only to the median forecast, 
so once prediction intervals are added, simulations of death rates are less constrained. 
Depending on the closeness of male and female historical and jump-off rates, and the 
actual prediction intervals, simulated male death rates can be lower than simulated 
female death rates. Similarly, simulated male e0 could be higher than female e0. 

Further comparison of coherent and independent FDM 
Coherent FDM is designed to ensure that male and female death rates do not diverge 
over time. The coherent FDM results in a more similar pattern of forecast age-specific 
mortality between males and females (figure 3) compared with independent FDM (figure 
4). This is particularly noticeable for ages 10 to 60 years.  

When males and females are modelled independently, male and female e0 cross around 
2080 (figure 5). Unsurprisingly, crossovers also occur in male and female life expectancy 
at other ages such as age 65 (plots not shown). By comparison, when males and females 
are modelled coherently, female e0 remains higher than male e0, with the gap between 
them narrowing only gradually over time. The plausibility of male and female e0 relative to 
each other is an important attribute and an appealing feature of the coherent FDM.  

In the age-specific death rates (figure 3), a new hump develops around ages 35–40 years 
alongside the usual accident hump at around age 20. This feature only becomes obvious 
halfway through the forecast period (ie after about 50 years, in the blue area of the plot), 
and is accentuated by the log scale. This second hump arises due to slightly slower 
historical declines in mortality at those ages compared to adjacent ages. 
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Figure 3 
3 Forecast age-specific log death rates using coherent FDM (fitting period 1977–2010) 

Forecast age-specific log death rates using coherent FDM  
(fitting period 1977–2010) 

By sex, 2011–2111 

 

Note: time ordering of curves is indicated by the colours of the rainbow, from red (2011) to violet (2111) 

Figure 4 
4 Forecast age-specific log death rates using independent FDM (fitting period 1977–2010) 

Forecast age-specific log death rates using independent FDM  
(fitting period 1977–2010) 

By sex, 2011–2111 

 

Note: time ordering of curves is indicated by the colours of the rainbow, from red (2011) to violet (2111) 
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Figure 5 
5 Life expectancy at birth using independent and coherent FDM (fitting period 1977–2010) 

Life expectancy at birth using independent and coherent FDM  
(fitting period 1977–2010) 

By sex, 1977–2111 

 

 

Sensitivity analysis of coherent FDM 
In this section we test the sensitivity of the forecasts to different periods of historical data 
by varying the start and end years. 

To test the sensitivity of the method to extra data at the end of the period, we compared 
three different fitting periods: 1977–2008, 1977–2009, and 1977–2010. Thus, the 
forecasts are from 2009, 2010, and 2011, respectively. Rainbow plots for the three 
different periods are similar to each other (ie similar to figure 3), so are not shown. 

In terms of e0, forecasts from 2009 and 2010 are almost indistinguishable, whereas the 
2011 forecast differs from the other two (figure 6). However, the difference is only 1.0 
year for females and 0.8 years for males by 2111 between the 2010-base and 2009-base 
forecasts. 
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Figure 6 
6 Life expectancy at birth using forecasts from 2009, 2010, and 2011 (fitting periods 1977–2008, 1977–2009, & 1977–2010) 

Life expectancy at birth using forecasts from 2009, 2010, and 2011 
(fitting periods 1977–2008, 1977–2009, & 1977–2010) 

By sex, 1977–2111 

 

 

To test the sensitivity of the method to extra data at the start of the period, we compared 
four fitting periods: 1951–2010, 1961–2010, 1971–2010, and 1977–2010. The forecasts 
derived from these fitting periods give different patterns of age-specific mortality (figure 
7). The female patterns are visually indistinguishable from the male patterns, so only the 
male patterns are shown in figures 7 and 9–15. 
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Figure 7 
7 Male forecast age-specific log death rates using coherent FDM (fitting periods 1951–2010, 1961–2010, 1971–2010, & 1977–2010) 

Male forecast age-specific log death rates using coherent FDM 
(fitting periods 1951–2010, 1961–2010, 1971–2010, & 1977–2010) 

2011–2111 

 

Note: time ordering of curves is indicated by the colours of the rainbow, from red (2011) to violet (2111) 

 

These differences in age-specific death rates translate into differences in forecast e0 
(figure 8). Fitting to 1951–2010 gives the lowest forecasts; fitting to 1961–2010 gives the 
highest forecasts; and fitting to 1971–2010 and 1977–2010 gives similar forecasts in 
between. 

 
  

23 



 
Forecasting mortality in New Zealand 

Figure 8 
8 Life expectancy at birth using forecasts with fitting periods of 1951–2010, 1961–2010, 1971–2010, &1977–2010 

Life expectancy at birth using forecasts with fitting periods of  
1951–2010, 1961–2010, 1971–2010, & 1977–2010  

By sex, 1951–2111 
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Prediction intervals 
Using the fitting period 1977–2010, the 90 percent prediction intervals (ie the 5th and 
95th percentiles) around the forecast age-specific log death rates are very narrow and 
barely increase over the length of the forecast (figure 9). 

Figure 9 
9 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1977–2010) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1977–2010) 

2011, 2061, and 2111 

 

 

Initially this appeared to be due to the relatively short fitting period. Prediction intervals 
are wider when a fitting period of 1971–2010 is used (figure 10), and wider still when a 
fitting period of 1961–2010 is used (figure 11). However, the upper and lower bounds are 
much less smooth across age. The 2011 prediction intervals were similar regardless of 
fitting period so are not shown in figures 10 and 11. 
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Figure 10 
10 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1971–2010) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1971–2010) 

2061 and 2111

 

Figure 11 
11 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1961–2010) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1961–2010) 

2061 and 2111 

 

However, this pattern of increasing width of prediction intervals with increasing length of 
fitting period did not hold when we used the fitting period 1951–2010 (figure 12). While 
slightly wider (and slightly less smooth) than the prediction intervals from a fitting period 
of 1977–2010, they are very narrow compared to the prediction intervals from a fitting 
period of 1971–2010 and 1961–2010 (figures 10 and 11). 
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Figure 12 
12 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1951–2010) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1951–2010) 

2061 and 2111 

 

 

The volatility of prediction intervals to fitting period requires further investigation. As a 
compromise, we used second differencing in the ARIMA forecast (ie ARIMA(0,2,2) with 
drift), rather than the default where the trend in the first component is forecast using an 
ARIMA(0,1,1) with drift. An ARIMA(0,1,1) model assumes that the average decrease in 
mortality seen in the historical data will continue indefinitely, whereas second differencing 
allows the decrease in mortality to accelerate or decelerate over time.  

Using ARIMA(0,2,2) with drift resulted in much wider prediction intervals by 2111 for three 
of the four fitting periods investigated (figures 13–15). Interestingly, it made no difference 
for the 1961–2010 fitting period (plot not shown).  
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Figure 13 
13 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1977–2010 using ARIMA(0,2,2)) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1977–2010 using ARIMA(0,2,2)) 

2061 and 2111

 

 

Figure 14 
14 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1971–2010 using ARIMA(0,2,2)) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1971–2010 using ARIMA(0,2,2)) 

2061 and 2111 
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Figure 15 
15 Male forecast age-specific log death rates using coherent FDM with 90 percent prediction intervals (fitting period 1951–2010 using ARIMA(0,2,2)) 

Male forecast age-specific log death rates using coherent FDM  
with 90 percent prediction intervals (fitting period 1951–2010 using ARIMA(0,2,2)) 

2061 and 2111 

 

 

The use of second differencing rather than first differencing in the ARIMA model also has 
an impact on the forecast death rates. In the case of the 1977–2010 fitting period, this 
makes only a small difference to the forecast e0 (figure 16), whereas in the case of the 
1971-2010 and 1951–2010 fitting periods it makes a much larger difference (figure not 
shown and figure 17, respectively).  
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Figure 16 
16 Life expectancy at birth using coherent FDM forecasts with ARIMA(0,1,1) and ARIMA(0,2,2) (fitting period 1977–2010) 

Life expectancy at birth using coherent FDM forecasts  
with ARIMA(0,1,1) and ARIMA(0,2,2) (fitting period 1977–2010) 

By sex, 1977–2111
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Figure 17 
17 Life expectancy at birth using coherent FDM forecasts with ARIMA(0,1,1) and ARIMA(0,2,2) (fitting period 1951–2010) 

Life expectancy at birth using coherent FDM forecasts  
with ARIMA(0,1,1) and ARIMA(0,2,2) (fitting period 1951–2010) 

By sex, 1951–2111

 

 

Disjuncture between historical and forecast rates 
Another area for further work is the disjuncture between e0 in the final year of the 
historical data and the first year of the forecast. At the time of deriving the 2011-base 
National Population Projections, the forecasts were recalculated with the addition of 2011 
mortality data. This highlighted an obvious disjuncture, for both males and females (figure 
18). By comparison, when a fitting period of 1977–2010 is used, there is less of a 
disjuncture, and then only for males (figure 19).  
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Figure 18 
18 Life expectancy at birth (fitting period 1977–2011) 

Life expectancy at birth (fitting period 1977–2011) 
By sex, 1999–2021
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Figure 19 
19 Life expectancy at birth (fitting period 1977–2010) 

Life expectancy at birth (fitting period 1977–2010) 
By sex, 1999–2021

 

 

This disjuncture may be related to the jump-off bias discussed in Lee and Miller (2001). 
They found that the original Lee-Carter method had a bias of 0.6 years introduced to the 
forecast e0 due to the fact that the method used fitted rates in the jump-off year (the last 
year of the fitting period) rather than actual rates. However, when we tried using the 
option jumpchoice=“actual” with the forecast.fdmpr function we saw no change in the 
results.  

The disjuncture between the final year of the historical data and the first year of the 
forecast is sufficiently large (when using the 1977–2011 fitting period) to result in 
unrealistic death counts, which are particularly obvious for the first few years of the 
forecast. To produce plausible projections, e0 for 2012 needed to be shifted by 
approximately +0.7 years for males and -0.2 years for females. These adjustments were 
then amortised (smoothed in) over the 100-year forecast period so that by 2111, e0 are 
the same as those produced directly from the model. This approach maintains the male-
female coherence until the end of the forecast period. 

33 



 

5 Discussion 

Coherent FDM 
This paper summarises the investigation of a new method for formulating mortality 
assumptions (ie forecasting mortality), which resulted in implementation of the coherent 
FDM in official New Zealand population projections in 2012 (Statistics NZ, 2012). 

In terms of life expectancy at birth (e0) and other ages, there are only minor differences 
between the various forecasting methods and options investigated from Hyndman’s 
demography package for R. Coherent FDM stands out from the others, as it is the only 
method that constrains the male and female death rates to be non-divergent over time. 
This results in male e0 being pulled down and female e0 being pulled up relative to the 
other methods. For the fitting period under investigation (1977–2010), all the other 
methods had male e0 overtake female e0 at some point in the 100-year forecast period 
(albeit after 50 years). The plausibility of male and female e0 relative to each other is an 
important attribute and an appealing feature of the coherent FDM. This is particularly 
important given our long forecast horizon of 2111. 

While it is possible that male e0 might one day surpass female e0, none of the 34 OECD 
countries have experienced this during the last 50 years. The narrowest gap recorded 
was 2.6 years for South Korea in 1960, while Iceland had the narrowest gap in 2011 of 
3.4 years (OECD, 2013). According to the 2010–12 New Zealand period life tables, males 
continue to experience higher death rates than females at nearly all ages (Statistics NZ, 
nd, b). This long-established pattern of male disadvantage in New Zealand and other 
countries potentially reflects various biological, genetic, social, cultural, environmental, 
and behavioural reasons. However, the persistent difference suggests biological factors 
are likely to be at least partly important (Kalben, 2002; Waldron, 2005). Moreover, 
mortality forecasts and population projections in other countries assume that the 
difference will continue. 

Fitting period 
Sensitivity analysis showed that adding one year of data to the end of the fitting period 
makes only a small difference to forecast e0. Extending the early part of the fitting period 
can make a greater difference, depending on the period chosen, most likely due to the 
changing patterns across age of mortality decline over time. The different fitting periods 
resulted in forecasts with quite different patterns of age-specific death rates and these 
translated into some reasonably large differences in e0. 

We used the 1977–2011 fitting period for forecasting mortality for the official New 
Zealand population projections (Statistics NZ, 2012). Reductions in New Zealand death 
rates and increases in e0 have been significantly higher over this period than a longer 
historical period, particularly for males. For example, period e0 increased by an annual 
average of: 

• 0.9 months for males and 2.0 months for females between 1950–52 and 1975–77 
• 3.6 months for males and 2.7 months for females between 1975–77 and 2005–07 

(Statistics NZ, nd, b). 

A longer fitting period therefore risks under-projecting future e0, as previous forecasts 
have done. Of course, future gains may be higher or lower than experienced during 
1977–2011, or may occur at different paces at different ages than historically. A shorter 
fitting period is, however, comparable with the approach taken to formulating fertility and 
migration assumptions, where trends and patterns over more recent decades are given 
higher weight for projecting into the future. A shorter fitting period also avoids the need to 
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rely on extrapolated mortality data for the oldest ages, since the missing triangle 
discussed in Data and methods only affects years prior to 1977. 

Practical issues 
We encountered several practical issues in our implementation of this method: the 
appearance of a second hump of relatively higher death rates around age 40 years (for 
males and females), implausibly narrow prediction intervals, and a disjuncture between 
the historical and forecast e0. We decided that the first issue was not problematic: the 
humps in the rainbow plots are over-emphasised on the log scale; furthermore, the 
second hump is not prominent before 2061 (the main period of interest). This second 
hump simply arises due to slightly slower historical declines in mortality at those ages 
compared to adjacent ages. 

We resolved the second issue of narrow prediction intervals by using second differencing 
in the ARIMA model used to forecast 𝑘𝑡. With the fitting period used in the 2012 release 
(1977–2011), second differencing resulted in more plausible wider prediction intervals 
and made only a small difference to the forecast e0. However, this is an area we intend to 
investigate further before the next population projections release in 2014. In particular, we 
would like to gain a better understanding of how the prediction intervals are calculated to 
help us understand: (1) what is causing the differences in width of prediction intervals 
with different fitting periods, and (2) what is causing the unevenness in width across age. 
We would also like to investigate whether there is any benefit in smoothing the data 
across both age and year (using the 2-dimensional p-spline method mentioned in 
Background) rather than just age. 

A problem with the coherent FDM (as well as the original Lee-Carter method and other 
variants), is that the forecast e0 does not necessarily fit neatly with the historical e0, 
perhaps due to a mismatch between fitted age-specific death rates for the last year of the 
fitting period and actual rates in that year. We adjusted the rates to give plausible e0 and 
numbers of deaths in the first few years of the forecast. For some users of the 
projections, the accuracy and plausibility of the mortality forecasts and population 
projections in the short-term (eg 5-year horizon) is more important than in the long-term 
(eg 50-year horizon). Furthermore, the credibility of the long-term forecasts and 
projections can be undermined if the short-term accuracy is flawed. 

While this is also an area which we intend to investigate further, it may be an unavoidable 
side effect of the modelling process. There are various options for incorporating the 
adjustment, such as a complete level shift of the forecasts or amortisation. The choice 
depends on whether one thinks the issue is bias that has been introduced by the method 
and therefore should be shifted down (as implied in Lee & Miller, 2001) or that it is just a 
problem of short-term fluctuations around the long-term trend.  

These three issues are typical of practical problems faced when implementing forecasting 
models. They are examples of features that can arise in a ‘hands-off’ empirical model, in 
contrast to models that involve more judgement and manual intervention. However, the 
issues can be considered minor in the context of a major methodological improvement – 
Statistics NZ is one of few national statistical organisations to adopt a stochastic 
approach in its official projections, and the only one to adopt a coherent FDM to mortality 
forecasting. 

Uncertainty 
These practical issues highlight that forecasting mortality, or indeed any parameter, 
involves uncertainty. There is uncertainty in the choice of forecasting model or models, in 
the choice of data that affects the model parameters, and in the variability of the 
parameters being forecast.  
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Dowd, Blake, and Cairns (2010) refer to these three different types of uncertainty as: 
1. model uncertainty (eg we do not know the true mortality model) 
2. parameter uncertainty (eg whatever mortality model we use, we do not know the true 

values of its parameters) 
3. forecast uncertainty (eg the uncertainty of future death rates given any particular 

model and its calibration). 

This, of course, underscores the importance of modelling and conveying uncertainty in 
any forecast or projection, which is exactly the rationale for the new method. However, 
while it is possible to estimate uncertainty based on the historical variability of mortality, it 
is more difficult to estimate the uncertainty that arises from the choice of models, or from 
the choice of time period that affects the model parameters. Inevitably estimates of 
uncertainty are themselves uncertain. 

Plausibility of results 
The plausibility of Statistics NZ’s coherent FDM forecasts can be assessed on many 
aspects, although a detailed evaluation of mortality forecasts compared with other 
countries is beyond the scope of this paper. Nevertheless, the mortality forecasts are 
plausible in the short term and longer term in terms of: 
• forecast life expectancy at birth and other ages in terms of levels and annual change 

(eg forecast trajectory) 
• male life expectancy relative to female life expectancy at all ages 
• changes in age-specific death rates over time, and general profile of rates across age 
• uncertainty intervals for life expectancy and age-specific death rates 
• broad consistency of the mortality forecasts with those in other countries (Statistics 

NZ, 2012). 

Applicability to other forecasts 
Hyndman, Booth, and Yasmeen (2013) consider that the coherent FDM could be applied 
to forecasting other multiple subpopulations. It is therefore interesting to ponder the 
applicability of the method to forecasting mortality of New Zealand subpopulations (eg 
ethnic groups, subnational areas).  

In contrast to the total New Zealand population, the model would be constrained by the 
much shorter historical time series for ethnic or subnational populations. Despite New 
Zealand’s rich demographic data, it is difficult to derive a long time series of deaths and 
population data on a consistent ethnic or geographical basis. This reflects the evolving 
concept and measurement of ethnicity, and evolving geographic boundaries, respectively. 
However, mortality forecasts for these subpopulations are typically formulated relative to 
mortality forecasts for the total New Zealand population. So subpopulation projections are 
at least indirectly influenced by the new method. 

Conclusion 
We expect to refine the model further in future, especially the derivation of the uncertainty 
bounds. However, adopting the coherent FDM in Statistics NZ’s population projections 
has improved the transparency and interpretability of the mortality forecasts. It does this 
by having an empirical basis to the mortality forecasts, a model that can be replicated by 
others, and measures of uncertainty. Furthermore, the coherence of male and female 
death rates is an important aspect of the method. Future mortality reductions may of 
course be higher or lower than forecast, or may occur at different paces at different ages 
than forecast. But without evidence of how future mortality changes will differ from the 
past, the model at least gives an empirical basis for the forecasts. 
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Appendix: demography package for R 

The demography package for R (Hyndman, 2010) offers a wide range of functions for 
demographic analysis including lifetable calculations, Lee-Carter modelling, functional 
data analysis of death rates, fertility rates and net migration numbers and stochastic 
population forecasting. 

The following functions were used in our analysis: 
• read.demogdata – converts text files (in long format) containing mx and 

population data into demogdata objects for use by subsequent functions; 

• extract.ages – creates a subset of a demogdata object for a specified range of 
ages; 

• extract.years – creates a subset of a demogdata object for a specified range of 
years; 

• smooth.demogdata – smooths the data across age, ready for the FDM methods 
(the other methods use unsmoothed data); 

• lca, bms, fdm, coherentfdm – these four functions fit a model (Lee-Carter and 
variants, Booth-Maindonald-Smith, independent FDM, and coherent FDM, 
respectively) to the mortality data; 

• forecast.lca, forecast.fdm, forecast.fdmpr – these three functions take output from 
lca/bms, fdm, and coherentfdm, respectively, and forecast death rates h years 
ahead; 

• combine.demogdata – combines historical data with forecasts; useful for plotting; 

• life.expectancy – calculates life expectancy at a specified age (default age=0) for 
plotting or exporting; 

• simulate.fmforecast – simulates future sample paths given forecasting models 
from a functional demographic model such as those obtained using forecast.fdm 
or forecast.fdmpr (we exported these simulations and used them for calculating 
prediction intervals for life expectancy); 

• update.fmforecast – this function updates fdm or fdmpr forecasts after 
subsequently modifying them with new coefficient forecasts. We used this 
function after carrying out second differencing in the ARIMA forecast (see 
‘Prediction intervals’ section of Results). It is available in later versions of the 
demography package for R (version 1.12 onwards). 

More details about each function, including available options, can be found in the 
reference manual for demography (Hyndman, 2010). 
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